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Abstract. An alternative approach towards predicting the functional structure of genetic sequences (i. e., determining
boundaries of exons and introns) is discussed. The approach in question, based on use of ordinary hidden Markov chains
as opposed to the use of more complex generalized hidden Markov models, was shown to yield results of comparable
quality for more simple organisms in previous studies. Expert mixture-type compositions of devised models are introduced
in order to improve the prediction quality for more complex genomes; they prove to show similar quality to state of art
algorithms.
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1 Introduction

The state of art algorithms predicting functional structure of genes almost universally utilize generalized hidden Markov
models. While this approach proved to be effective in determining exons and introns, it has several drawbacks, such as
using some assumptions that are not backed up well enough theoretically, and high degree of specialization which makes
them impossible for use in other fields of bioinformatics.

The author proposes a different approach based on use of non-generalized hidden Markov chains of higher orders, in
which four possible observable states correspond to separate nucleotides, and each hidden state describes the affiliation
of the nucleotide to an exon or an intron (i. e., there are 8 hidden states, 4 for exons and 4 for introns). The proposed
model is shown to be accurate in predicting boundaries between exons and introns for genomes of organisms with simple
organization, e. g. plants, roundworms and insects. For more complex organisms, however, the model shows considerably
worse results, partially because of insufficient flexibility of the approach in terms of balance between complexity and
overfitting. To solve this problem, a certain type of algebraic compositions of hidden Markov models is introduced. The
compositions in question are based on splitting the set of all possible genes into several parts using simple predicates, with
a separate algorithm being trained and applied for genes in each part.

The paper consists of the four main sections. The first one gives the problem statement and briefly describes results
from [1]. The second section describes how to build optimal compositions; the third one contains results of the computa-
tional experiment to determine the efficiency of the proposed approach. The final section draws conclusions and mentions
directions for prospective research.

2 Problem Statement

As it is known from biochemistry, proteins in all living organisms are coded by genes – nucleotide sequences that contain
four possible elements: adenine (A), cytosine (C), guanine (G) and thymine (T ). The nucleotide sequence forming
a gene contains alternating coding and non-coding regions (exons and introns, respectively). The problem, therefore,
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can be put as follows: for each nucleotide, determine its affiliation to an exon or intron. More formally: given the
sequence S ∈ O∗, where O = {A,C,G, T} is the set of observable states, reproduce the sequence of hidden states
S′ ∈ Q∗ ≡ {A,C,G, T, a, c, g, t}, where capital letters denote states that correspond to exon nucleotides and small
letters stand for intron nucleotides. The hidden states must correspond to the observed ones, i. e., for a valid algorithm
A : O∗ → Q∗

∀S ∈ O∗ Pr(A(S)) = S,

must hold, where Pr : Q∗ → O∗ is the projection function:

Pr : 〈A,C,G, T, a, c, g, t〉 → 〈A,C,G, T,A,C,G, T 〉.

The algorithm must be optimal, i. e., it must maximize the conditional probability for the hidden state sequence:

A(S) = arg max
S′

P (S′ |S) = arg max
S′

(
P (S′)[Pr(S′) = S]

)
. (1)

The work [1] considers models based on Markov chains of arbitrary order m that yield probability of the hidden state
sequence S′ ≡ s′1s′2 . . . s′n

P (S′) = π(s′1 . . . s
′
m)p(s′m+1 | s′1 . . . s′m) · · · p(s′n | s′n−m . . . s′n−1), (2)

with π(x) denoting the probability for the substring x to appear as the prefix of S′, and p(y |x) as the probability for the
state y to follow the known substring x in S′. The estimations of these initial and conditional probabilities are calculated
based on the training set T = {S′i} that contains genes with the known distribution of exons and introns:

π̂(x) = Nst(T, x)/|T |, p̂(y |x) = N(T, xy)/N(T, x), (3)

where Nst(T, x) is the number of sequences in the set starting with x, and N(T, x) is the number of occurrences of x in
all sequences from T . The algorithm (1) that utilizes (2)–(3) to determine probabilities and is trained on the set T will be
further denoted as A[T ].

3 Compositions

Algorithmic compositions of the described models can be considered:

Ac(S) =


A1(S), provided S ∈ G1

A2(S), provided S ∈ G2

...
Al(S), provided S ∈ Gl

(4)

where sets {Gi}li=1 create a covering of the space of observable sequences:⋃
i

Gi = O∗, (i 6= j)⇒ Gi ∩Gj = ∅.

The composition (4) is a subtype of a generic algebraic composition (expert mixture):

A(S) = C
(∑

i

gi(S)Ai(S)
)

with gi : O∗ → [0, 1] denoting weight functions, and C denoting a decision rule. In this specific case, each of the
algorithms is exclusively competent in the corresponding set: gi(S) = [S ∈ Gi], which allows to use the trivial decision
rule C(S) ≡ S and to avoid defining a space for intermediate algebraic operations on strings.

Building the composition (4) consists of the two main phases:

1. Determining the covering {Gi}li=1

2. Training composing algorithms on the corresponding parts of the set: Ak = A[Tk], where Tk = {S′ ∈ T :
Pr(S′) ∈ Gk}
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The second phase is considered in [1]; the main interest, therefore, is to determine an optimal covering ofO∗. The optimal
covering of T may be searched instead, provided there is a way to extend it onto the set of observable strings. In terms of
probability, the optimal covering {Tk}lk=1 can be obtained by maximizing

logP (T | A[T1], . . . ,A[Tl]) =
l∑

k=1

logP (Tk | A[Tk]), (5)

where P (Tk | A[Tk]), k = 1, . . . , l is the joint probability to generate sequences from Tk with the model obtained by
training on this part of the training set. According to (2),

logP (Tk | A[Tk]) =
∑
S′∈Tk

(
log π̂(s′1 . . . s

′
m) +

|S′|∑
i=m+1

log p(s′i | s′i−m . . . s′i−1)
)

or, after applying (3) and grouping summands by all possible hidden state sequences,

logP (Tk | A[Tk]) =
∑
|y|=m

Nst(Tk, y) logNst(Tk, y)− |Tk| log |Tk|+

∑
|x|=m+1

N(Tk, x) logN(Tk, x)−
∑
|y|=m

N(Tk, y) logN(Tk, y).

Here, it is assumed that, given x = 0, x log x = 0.

Direct optimization of (5) over {Tk}lk=1 poses significant difficulty. Instead, the optimal covering may be built as a
binary tree: on the first step, the optimal decomposition of T into two parts is searched; on the second step, one of the
found parts is further split in two, etc.

∆(Tk, T
+
k , T

−
k ) = logP (T+

k | A[T+
k ]) + logP (T−k | A[T−k ])− logP (Tk | A[Tk]) (6)

may be used as a quality measure for Tk = T+
k ∪ T

−
k split. By summing (6) for the set being split on each step of the

algorithm, (5) is obtained accurate within the constant term − logP (T | A[T ]). That is, the tree algorithm may be viewed
as a greedy approach to maximizing (5).

One of types of binary decompositions that may be used in building the optimal decomposition is based on predicates
I : O∗ → {0, 1}, which use contents of certain nucleotides in the sequence of observed states:

IX,θ(S) =
[∑
x∈X

n(S, x) < θ
]
, X ⊂ {A,C,G, T}, θ ∈ (0, 1), (7)

where n(S, x) is the content of the nucleotide x in the gene S. Predicates of this type are easy to compute and interpret
by a human.

Out of 24 = 16 possible subsets of the nucleotide set, it is enough to consider 7:

X ∈ X =
{
{A}, {C}, {G}, {T}, {A,C}, {A,G}, {A, T}

}
.

Indeed, the sets ∅ and {A,C,G, T} do not actually split a gene set; according to

∀S ∈ O∗
∑
x∈O

n(S, x) = 1

identity, IX,θ and IO\X,1−θ always yield the same decomposition, therefore the remaining 7 subsets (each having a
complimentary set in X) are of no interest.

The optimal decomposing predicate for the set Ts ⊆ T may be searched in the set I(Ts), which contains q predicates
of each of 7 types that uniformly split the set into q + 1 parts:

∀X ∈ X ∀i = 1, . . . , q ∃θ
(
IX,θ ∈ I(Ts)

)
∧
(
|{S′ ∈ Ts : IX,θ(Pr(S′))}| = bi|Ts|/(q + 1)c

)
.

The algorithm for searching the optimal decomposition {Gi}li=1 may be briefly summarized as follows:

1. Initialize T := {T} – the current decomposition of the training set.
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2. Initialize G := {O∗} – the covering of the observable string space.

3. For i = 1, . . . , l − 1, repeat the following three steps:

4. Determine the part of the decomposition Topt ∈ T and the predicate Iopt ∈ I(Topt) that maximizes (6).

5. Split Topt:
T := T\Topt ∪ {T+

opt, T
−
opt},

where
T+
opt =

{
S′ ∈ Topt : Iopt(Pr(S′))

}
, T−opt =

{
S′ ∈ Topt : ¬Iopt(Pr(S′))

}
.

6. Similarly, split the part of the covering Gopt ∈ G containing observable sequences for genes in Topt (i. e., ∀S′ ∈
Topt Pr(S′) ∈ Gopt):

G := G\Gopt ∪ {G+
opt, G

−
opt};

G+
opt =

{
S ∈ Gopt : Iopt(S)

}
, G−opt =

{
S ∈ Gopt : ¬Iopt(S)

}
.

By utilizing concurrent calculations during the step 4 of the algorithm, it is possible to boost performance significantly
for multi-core systems.

4 Results

To determine the efficiency of algorithmic compositions, 6 genomes where taken from NCBI: Homo sapiens (human),
Gallus gallus (chicken), Sus scrofa (pig), Rattus norvegicus (rat), Mus musculus (mouse), Papio anubis (baboon). Only
genes with the fully known exon-intron structure were taken into account; for the human genome, the restriction on the
sequence length was imposed: |S| ≤ 40000.

To obtain reliable results, five-fold cross validation was used: the genome in question was randomly split into 5 equal
parts; each of them was treated as the control set by turns, with other four parts forming the training set; the results of
these 5 runs were then averaged. Six criteria were used to measure the quality of exon prediction [2]:

• Four measures related to the accuracy of predicting single nucleotides: nucleotide specificity NSp, nucleotide
sensitivity NSn, correlation coefficient CC, and average conditional probability ACP

• Two measures related to the accuracy of predicting exon-intron boundaries: exon specificity ESp, and exon sensi-
tivity ESn.

n(A+ T ) ≷ 50.8%

n(A+ T ) ≷ 44.4% n(A+ T ) ≷ 59.6%
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Fig. 1. Decomposition tree for the human genome built using Markov chains of the 6th
order.

During the course of the experiment, it was discovered that for Markov chain orders 5 ≤ m ≤ 7, decomposition trees
built for the training part of the set are similar to those built for the whole set for any m value. This may be explained by a
simple nature of (7) predicates. Due to this feature, decompositions for the whole genomes obtained for Markov chains of
the 6th order were used for all tests. As to other algorithm parameters, the number of predicates of each type considered
for each part of the set q = 10; the number of algorithms in the composition 1 ≤ l ≤ 6.
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Fig. 2. Decomposition tree for the genome of Gallus gallus (chicken) built using Markov
chains of the 6th order.

The inferred partition trees (Fig. 1, 2) show the important role of the content of A and T nucleotides (or, C and
G) in the genetic sequences, which is mentioned in many studies [3]. Indeed, out of 5 · 6 = 30 predicates in all of
the decomposition trees, 20 use A + T content (Tab. 1). The trees for the closely related species (e. g., rat and mouse,
human and baboon) were found to be rather similar, i. e., having the same structure and matching predicates with minute
discrepancies in thresholds θ.

Tab. 1. Statistics on types of predicates used in decomposition trees for various species.
Number of predicates using nucleotide content

Species A C G T A+ C A+G A+ T
Homo sapiens 1 0 0 0 0 0 4
Gallus gallus 0 0 0 0 1 0 4
Sus scrofa 0 0 0 0 1 0 4
Mus musculus 0 0 1 0 1 1 2
Rattus norvegicus 0 0 1 0 1 1 2
Papio anubis 1 0 0 0 0 0 4

Using algorithmic compositions significantly improves quality measures, especially NSp, ESp, and ESn (Tab. 2).
The data also suggest that if the number of composed algorithms exceeds a certain value, the composition becomes
gradually less productive because of the overfitting: too few genes correspond to each algorithm from the composition.
Table 3 summarizes the results obtained for all organisms; as it is seen from it, algorithmic compositions improve quality
measures by 10%–15%.

5 Conclusions

The problem of finding gene fragments for species having complex genome structure (mammals and birds) is considered.
An approach to solving this problem with the help of algorithmic compositions of a specific type is proposed. The
compositions researched allow boosting the prediction quality significantly for models based on hidden Markov chains of
higher orders, approaching the quality of state of art algorithms.

Possible directions for prospective research include:

• Utilizing more complex predicates, e. g., those related to the content of certain short sequences in the genes instead
of single nucleotides

• Applying compositions to other problems involving bio-molecular sequences, e. g., determining secondary structure
of proteins
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Tab. 2. Quality of compositions using 7th order Markov chains for the human genome.
Number of algorithms in composition

Measure Set 1 2 3 4 5 6
NSp training 36.46 43.24 48.76 50.75 57.93 60.64

control 35.58 41.33 45.75 46.72 52.63 54.43
NSn training 91.32 94.52 95.26 95.48 95.75 96.03

control 89.56 91.42 90.57 89.02 87.62 87.53
CC training 51.01 58.62 63.68 65.40 71.10 73.23

control 49.48 55.67 59.17 59.38 63.49 64.71
ACP training 77.25 80.83 83.09 83.85 86.37 87.32

control 76.45 79.32 80.78 80.77 82.49 83.02
ESp training 30.68 40.57 45.21 48.94 53.95 56.36

control 27.64 34.81 37.29 38.87 42.27 43.84
ESn training 35.23 52.16 56.78 61.82 66.43 67.99

control 31.11 43.46 44.93 46.64 48.83 49.71

Tab. 3. Quality for optimal composition model on the control set versus quality for a single
HMM algorithm.

Species Size of
composition

NSp NSn CC ACP ESp ESn

Homo sapiens 1 35.58 89.56 49.48 76.45 27.64 31.11
6 54.43 87.53 64.71 83.02 43.84 49.71

Gallus gallus 1 54.41 64.65 56.06 78.12 47.39 32.03
3 68.29 64.14 63.81 81.92 52.90 37.70

Sus scrofa 1 33.24 85.66 47.60 75.75 24.87 26.64
4 47.54 81.02 58.04 79.83 36.21 40.86

Mus musculus 1 59.97 85.32 67.20 83.97 42.22 40.39
4 71.96 83.03 74.08 87.11 50.90 47.73

Rattus norvegicus 1 61.73 83.59 67.47 84.01 40.75 36.49
6 76.23 75.32 72.22 86.11 47.34 38.78

Papio anubis 1 39.91 86.65 52.28 77.45 30.41 31.42
6 65.00 79.75 68.56 84.42 50.54 51.18
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